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Statistics and Inference

for rare event searches

What is a statistical model?

Does it describe your data?

What kinds of conclusions can we draw?
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GOALS!

This course should

teach you:

e To construct a statistical
model for your experiment

e To consider how to test
whether your data 1s
compatible with your
statistical model

e To use your statistical model
make statements about
physics

e And to interpret others’
statements

»




Structure

Two lectures +
example exercise

e Wed morning: Generating data and
fitting your likelihood

e Wed evening: confidence intervals,
uncertainties

e (General: heavy on the frequentism
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STATISTICAL |
DATA
ANALYSIS

GLEN COWAN

How good are your fits? Unbinned multivariate

PRINCETON SERIES IN MODERN OBSERVATIONAL ASTRONOMY

Frederick James

Statistical Methods in
Experimental Physics

2nd Edition

A Practical Python Guide for the Analysis of Survey Data

\\ World Scientific Zeliko Ivezic, Andrew J. Connolly,
Jacob T. VanderPlas & Alexander Gray

https://arxiv.org/pdf/

goodness-of-fit tests in high energy physics. 1 006 30 1 9

Mike Williams

Imperial College London, London SW7 2AZ, UK

- useful to think about
the goodness-of-fit

ABSTRACT: Multivariate analyses play an important role in high energy physics. Such analyses

often involve performing an unbinned maximum likelihood fit of a probability density function C hal len e 4
(p.d.f.) to the data. This paper explores a variety of unbinned methods for determining the good- g



https://arxiv.org/pdf/1006.3019
https://arxiv.org/pdf/1006.3019

Notation

70 fo[[ow Frederick James’ Statistical Methods

e Arandom variable, or several are X, X;, X

e The probability of an event A 1s P(A)

e Parameters of a model arc 6

e Conditional probabilities are P(A | B)

e The likelihood 1s (0| X) = P(X | 0)

e Expectation value(s) for counting experiments are u, i
e Expectation values, variance E(X), V(X)

e best-fit parameters or point estimates are 4,



Observed data is random variables so%r 26

or 1is it are

* Our measured data 1s a result of processes both
truly and practically random (e.g. quantum
processes, me reading a ruler crooked)

* In some cases, the data itself 1s close to what we
wish to measure, and we hardly think of ourselves
doing statistics

 However, 1n particular when looking for small or
subtle effects, the random noise may be significant,
and the relationship between physics parameters ,
and the measured quantity less straightforward M 'l\ i Iz‘ | '3\ i '4\ ' '5\ i Is‘ i '7\ '

e You’ll need to make a statistical model for how
your data came to be,

e And methods to make sound conclusions



Test statistics are functions of your observations So%p 26

e Any function of your observed data will be a
random variable

e By using the right function, we can gather all
the information gathered into one number

e E.g. estimators (5) which directly give a
measurement of some parameter

e The tricky part will most often be to

e choose the function to give the most
information from the data, and

e Understand the distribution of the test
statistic



Probability distributions/densities so&»BJ)

e 1f X 1s a continuous
variable, we may define a
probability density function

(PDF) to describe the
distribution

(X) = Lim_oP(xy < X < xy+€)/€

X
F(X) = J J0.01:).¢

e The cumulative density
function (CDF), F(X), 1s
often also useful

e and its inverse! P(X, < X< X)) =F(X,) — F(Xy)



Expectation values, variance S 26

r OO

Useful Summaries of location: E(X) = X - f(X)dX

J —00

and spread: V(X) = J (X — E(X))? - (iX)dX

Linear: E(a - y(X) 4+ b - z2(X)) = a - E()(X)) + b - E(z(X))

If x; are identically distributed independent random variables:

1
the mean estimator ji = N Z X;, has the correct expectation

l

E(p) = E(X)

A\

as doers the variance estimator o




Any number of distributions!

SOWP 26'

— By — MPb — Xe — "Xe — Ky
0 { Data $Kr Solar v Materials — #3Xe
__40Ff
If we are certain about the outcome, is 3 I I
it really an experiment? 2200 I
Zal 1 Py
Depending on what you measure, your 3 . I/A/
distributions may be as simple or as I %7&/\“ —
complicated as can be imagined T EEE— : :
However, for many problems, physical 0 20 40 60 80 100 120 140
considerations or your experience may Energy [keV]
lead you to have a look at some of the e B
most common ones used— they are
useful building blocks!
Some (student T, F-test, y?) are also g R R
useful because they describe the o ] ] _
behaviour of some useful test statistics 7|7 N _

40
cS1 [PE]

30 40
cS1 [PE]

cS1

[PE]



The Poisson distribution

plle™
P(N) =
N
e [fyou count events that
happen 1n a certain period,
you’ll end up with a Poisson
dlStI'lbutIOIl ® e u=0.1
e u=1.0
. 0.8 - o u=2.3
e Expectation value and ® u=50
variance are both u 0.6-
) 0.4 A ° °
0.0-0.0:8:80:0800
(I) :i. é é 4 5 é % 8 9 10 1I1 12
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Bi/multi-nomial distributions S0P 26

0.40 -
® n=10,p=0.3

e [f we count how many times 035 o R
each of a finite set of outcomes 030
happens, we get the multinomial 025 o
distribution 020 . e
e M total tries, n; events in each 7 R
category, with probability p, 0051 °
0.00 - S o $ o ¢ ¢ o o

7 8 9 10 11 12

Z2 o044 @ o

e And if the number of possible
outcomes k = 2, we get the
Binomial distribution

e Examples: Histogram bin counts,
classification

12



Uniform distributions

e Turnsup ine.g.

e Spatial distribution of dark matter
events?

e But more importantly, 1t 1s often very
often useful to convert another
distribution into a uniform distribution

(Y here) between 0 and 1

Y(X) = /_ F(X)dX'

1 ifa< X <b

fx) =4

1.0

o
(o]
1

Probability Density

o
(N}

o
o

0 else

©
(o)}
1

©
H
I

~0.50 —0.25 0.00 025 050 075 1.00 1& 1.50
X



The Gaussian distribution

The incfustry o[efauft AKA bell curve, normal distribution

fX) = —— - eCmCe)
e The Gaussian distribution is the limit 262
of sums of random numbers with .
finite mean and variance— the Central N — u=0o-1

Limit Theorem

o
W
o

e E.g.— diffusion!

N
(9]
1

Probability Density

o o o
N
o

e For this reason, 1t 1s often the
“default” assumption for a continuous 0.
distribution sos.

4 2 0 2 4

e However, by using this (or many other = T T T T X T T
analytical distributions) you may be Dow Jones closing price
assuming to know the behaviour for ™
even very extreme outliers

14




The )(z-distribution

e The sum of the square of v standard
normal distributed numbers 1s
distributed according to the y?
-distribution

o We’ll see later that this means that
you’ll encounter this distribution
frequently when computing
confidence intervals

(Xi o /’ti)z )
Z 6-2 ~ )(UZN

i=1 !

JX]|v)

Probability Density
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Frequentist interpretation of probability so&r 26

e The frequentist interpretation of probability 1s
the relative frequency of some outcome in the
limit of infinite number of repetitions

e This limit needs only be in principle— valid
frequentist inference can occur for a single
experiment as long as that experiment is
repeatable

e Views the data as random outcomes of fixed
pProcesses

e In some sense— a very particle physics way
of looking at the world

e Dominant in particle physics
16



Hypothesis testing

e Frequentist hypothesis testing:
make a decision between the
two alternatives

e You get to choose:

e What test statistic you use to
separate the two hypotheses!

e And, the decision boundary,
either explicitly

e Or implicitly by
demanding a certain
probability to reject H,

Probability Density

0.5

0.4 -

o
w

o
N

0.1 -

P(accept HO)

P(accept H1)

HO is true

1-a

a (test size)

H1 is true

g

1-3 (power)
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Test Statistics

e From the collected data, we wish to 0 .
find a function of the data that y *
expresses a direction or ordering of o
the data 1n a more HO or H1 ©
direction o

e Typical examples; mean, median X
etc. 0.5

e For the example to the right, y

would be a poor test statistic 1f we % 0.3
wish to distinguish the two, x =
would be better, and a combination @ © 9-2
would provide very good separation 01.




What is a p-value?

Since we want to use the best test statistic for
cach case, we could have many ways of
measuring agreement with a hypothesis

e However, we can transform all our rulers into
the same space by using p-values, which
works with the integral of the distribution of T

defined by deciding on: P (Tobs) — f (T ‘ H())dT

. JT
® g test statistic obs

e all p-values are between 0 and 1, and are

e and a decision of what direction that test
statistic expresses more tension with H,,

e Under H,, p 1s uniformly distributed between
0 and 1

19



p-values are the probability to observe a dataset
equally or more extreme* than the one observed,
given a certain (null) hypothesis

*ordering by a test statistic™*

**usually chosen to separate the null and alternative hypothesis as well as
possible

20



“Counting Sigmas”

r T Nl Wl N BT TR T T T R T T W A R R R W W W LA LA L
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This observation, which has a significance of 5.9 standard deviations, corresponding to a background
fluctuation probability of 1.7 x 10~?, is compatible with the production and decay of the Standard Model

Higgs boson.

e As ayardstick for p-
values, you can often see
“sigmas”, or ¢ (or Z-
score) used.

e “Five sigma”, or 3 X 10~/
1s the “standard” for
discovery

e Though you should
consider what is the
appropriate threshold
in your field

* Be wary that you often
also see the 2-sided
version!

PDF

0.4 A

0.3 -

0.2 -

0.1 A

0.0

= ®~(1 - p)

-2

X [or o]

p-value



Search Degree of Impact LEE Systematics | Number
surprise of o
Higgs search Medium Very high Mass Medium 5
Single top No Low No No 3
SUSY Yes Very high Very large Yes 7
B oscillations Medium /low Medium Am No 4
Neutrino oscillations Medium High sin?(26), Am? No 4
Bs — up No Low/Medium No Medium 3
Pentaquark Yes High /very high | M, decay mode Medium 7
(9 —2), anomaly Yes High No Yes 4
H spin # 0 Yes High No Medium 5
4" generation q, 1, v Yes High M, mode No 6
Vv, > C Enormous Enormous No Yes >8
Dark matter (direct) Medium High Medium Yes 5
Dark energy Yes Very high Strength Yes 5
Grav waves No High Enormous Yes 7

Table 1: Summary of some searches for new phenomena, with suggested nu-
merical values for the number of o that might be appropriate for claiming a

discovery.

https://arxiv.org/abs/

1310.1284, Louis Lyons
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The Likelihood

* A very useful test statistic 1s likelthoods— _
the probability of the data given a model L=PF (data“‘ H )

» Likelihoods are central to most of both
Bayesian and Frequentist methods

e As an example, the likelihood as a £(/L|N — 3) — POiSSQn(N — 3‘,“)

function of expected events for a counting
experiment that sees 3 events is:

* We often deal with independent events E(,u | N) — H POISSOII(NZ' \,uz)
(e.g. number of events in different _
histogram bins); we can build up a total L I
likelihood by multiplying (or, using log(L(i)|%, 7)) =

logarithms, adding) terms
Z log(Gaussian(x;|u;, 0;))
)

e The well-loved y>-statistic is what you
get 1f you combine Gaussian likelihood

terms Z((mz _Q/M)Q) | [2(;




The Neyman-Pearson Lemma  so®r il

Z(H,))
o IFF H, and H, are completely A= 2(H
specified, the likelihood ratio (Ho)
between the two turns out to be
the solution to the test statistic
problem— 1t 1s the uniformly
most powerful test.

e For example, the plot to the right
shows the NP ratio between two
Gaussian hypotheses, one with

u,o=0,1 and one 1,2.




Profiling Likelihoods

L I Proﬁlled logl—likelihlooc-i | |
= upper limit

Sl R best-fit =

g 4 > 90% exclusion a

e We seldom have completely N -
specified hypotheses : -
1 —

. 5 I l L l
e QOur background and signal models T v T s I

WIMP-nucleon cross-section [cm?]

have uncertainties, parameterised by

* | | | I I I | | | ||
nuisance parameters (theta below) ) Profiled nuisance parameter
= 1.00F— T
. = | best-fit
e Unlike the Neyman-Pearson case, we g - wooer limi |
i 2 pper limit :
are not guaranteed that this is the best £ toyMC uncertainty band 5
possible test, but 1t very often = around best-fit 5
performs well. £ 090 S S — =
s :
a8 .
— 085
% :
| | L1 1 11 I | | | I: |
S TS 3, le-47 '

)\(S) = —2- (1Og(£(S, (9)) — 10g([,(§, é) )) WIMP-nucleon CTOSS-SeCtionzgcmZ]



Follow-up question:

What parameters may be ignored?

400 ST & ¥
Alternate p-value ese o o
375 - if Qy,Ly are set to +2 sigma values °i ee o
Alternate p-value * ve e
350 if Qy.Ly are fit incl. measurement constraints

e We are rarely (never) able to include

. . . o
every possible uncertainty in our E 325
inference frameworks ¢ 300
n
c
. . . L 275 -
e And 1t 1s not likely that every <

parameter 1S important 250

2.25 -

e Need ways to decide which parameters

: 2_00 1 1 I 1 L] Ll L
are unimportant enough 200 225 250 275 300 325 350 375 400
sigma when Qy,Ly are fixed to true values
+ To my knowledge, no standards or Lt b g e et
consistency in how these questions are | | 7100 toyMC,
treated. >r - :/iv\f;t:amni:slzg'soeev 1

e To the right, two toy investigations in
XENONI1T— signal shape parameters
often have very little impact on
confidence intervals

counts

1 |
1.00 1.02 1.04 1.06 1.08

Ratio of Upper limit with free and nominal NR nuisance parameters

E. Aprile et. al (XENON). Search for Coherent Elastic Scattering of Solar 8B Neutrinos in the
XENON1T Dark Matter Experiment. Phys. Rev. Lett., 126:091301, 2021. doi: 10.1103/
PhysRevlLett.126.091301.

E. Aprile et. al (XENON). Dark Matter Search Results from a One Ton-Year Exposure of
XENONA1T. Phys. Rev. Lett., 121(11):111302, 2018. doi: 10.1103/Phys- RevlLett.121.111302.




Estimators

e Estimators are test statistics we wish to use to
understand some physical parameter.

e The 1deal estimator has zero bias (E(@) = @) and as low
variance as possible

* And most importantly, that it 1s consistent— that it
converges to the true value with increasing
observations

e A simple method to construct an estimator 1s to compute
the expected mean or higher moments of the
distribution, and invert that expression

e The maximum likelihood will, in the limit of a large 7 — ()
sample be 1deal: it 1s consistent, and 1s asymptotically 5|Ogg(0)/56} =0;
normally distributed with the minimal possible variance

27



From the earliest days of statistics,
statisticians have begun their analysis by
proposing a distribution for their observations,
and then, perhaps with somewhat less
enthusiasm, have checked whether this
distribution is true

- Ralph B. D'Angostino and Michael A. Stephens, Goodness-of-Fit
Techniques, 1986

28



The conclusions we draw from our data
depends on our statistical model

Unless we have a strong physical argument
for a certain distribution to hold (e.g. Poission
for counting events) we should probe the
correctness of our model or fit to the data

Unlike other hypothesis testing, GOF tests
must consider every possible other alternative
as a competitor to the model we test

The conclusion to a failed goodness-of-fit test
may therefore sometimes just be “worry
more”’

“I am powerful. And | am only the most
lowly gatekeeper. But from room to
room stand gatekeepers, each more

powerful than the other. | can’t endure

even one glimpse of the thirg,”



The sum of v standard normal-distributed
numbers 1s )(SDOF—distributed

Often encountered fitting curves

e [f there are errors 1n both x and y, you may
transform 1t into an effective total error on

y

or histograms with large enough counts that
they approach a Gaussian

If one or more parameters are fit, the
effective number of degrees of freedom 1s
reduced accordingly (this assumes that the
parameters are independent)

=) (5 — EX))/o?

U &~ number of observations -
number of fitted parameters

700 —
----- 2 Fit +1o
-+ Energy Lines +20
600}
> R
L 500 R
< F ~~~~ \\"'“\ M g
Mmoo | T N ] :}'}
‘Q__“ + \\\\\ A0~ \_4..\'.0
= 400+ nas N
K
>< ~~~~~~~
) 0000000000000 - T
S oo T PR
~ Seae AP Ao
_E ‘‘‘‘‘ W o . .\\f-\;\“'
S o
200} =
.
g1 =(0.1367 £ 0.0010) PE/ph &
100+  92=1(16.85+0.46) PE/e e )
Y
[}
= 20t
j5a]
e — T—
3 -
-
= -20}
o 1 1 1 1 20
X 6.0 6.5 7.0 7.5 8.0 anv 9.0

Light Yield [PE/keV]



KS and AD

e Kolmogorov-Smirnov and Anderson- 0.8
Darling are two tests that rely on
comparing the Empirical Distribution 06

Function (the cumulative fraction of

events) and the tested distribution 04

. . . . 0.2
e Useful since no binning 1s assumed

e The KS test considers the maximal
distance between the two, and manages

to be distribution-free— the distribution Dy¢ = max |EDF(X) — F(X) |
of the test statistic does not depend on F

e Alternatives include the Cramér-von
Mises test, which 1s also distribution-

free and Anderson-Darling which 1s not oo

W? = (EDF(X) — F(X))?* fA(X)dX

al A~




Other alternatives exist!

e Ideally, you should consider what sorts 3% 10 .
of mismodelling you are most worried y
about and choose goodness-of-fit tests to 210 —_—
target these with the most power W ° )
e Often, a projection on the dimension . .{-‘:
you care about will be a good start : - p: . .

e Some neat 1deas exist to try to tackle
high dimensionality by considering an
analogue of electrostatic energy between 8. CONCLUSIONS

pOint clouds e This “g.o.f.” method is fatally flawed in the un-
binned case. Don’t use it. Complain when you
see it used.

° One CaUtIOI}: the hkethOd ltself may e With fixed p.d.f.’s, the method suffers from test
seem tempting, but turns out to be a poor bias, and is not invariant with respect to change
GOF test statistic



https://arxiv.org/abs/physics/0310167
https://arxiv.org/abs/hep-ex/0203010

Cuts are often GOF tests!

Events are required to pass
a range of quality cuts:

.

The S1and S2 peak g i
should each have

e Many event selections may patiers, top/bottom R
be considered goodness-of- with real events T o
fit tests— asking whether wihthe erpected B
they are compatible with e ——— b o
coming from a signal Notwithin <300 nsofa | |

Events must be within ER g I
e Others are more standard e TR
. . Fiducial volume cut selects —120p"¢ Sy
hypothesis tests, if the amassof 137010 omes | [0 |
background model 1s

specified

e But we often define some
cuts first and only model
what remains!

33



e What is the area of a circle?

e Or, often equally important]
— what 1s the distribution o
our estimate for 7, or any
other test statistic you can
imagine?

e In this case you can figure
out the distribution,

e But for many more
complicated cases, you may
either rely on approximations
or simulated results

(r

34



log10(cs2)

Searching for rare events is
a matter of luck:

p-value = 0.192

cs1

er SR1
wimp
ac_SR1
cnns_SR1
radiogenic
wall SR1

Events with PDF_wimp/total>0.20
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log10(cs2)

Searching for rare events is
a matter of luck:

p-value = 0.188

cs1

er SR1
wimp
ac_SR1
cnns_SR1
radiogenic
wall SR1

Events with PDF_wimp/total>0.20
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log10(cs2)

Searching for rare events is
a matter of luck:

p-value = 0.009

cs1

er SR1
wimp
ac_SR1
cnns_SR1
radiogenic
wall SR1

Events with PDF_wimp/total>0.20
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The likelihood relies on the
model

e The validity of the inference relies on
the underlying model

e The signal model may be quite
forgiving— 1f an excess 1s 10-20
events, far tails are less significant

 Experiments typically include
uncertainties on background rates, but
not always on the distribution used.

e XENONIT added a “signal-like”
background shape to its ER
background model to lower the
chance of overconstraining the model.

e For XENONNT, this was replaced by
a more careful selection of nuisance
parameter directions, and a stronger
focus on pre-defined goodness-of-fit
tests chosen for their power to
discover mismodelling

Mismodelling Term, 10 <c¢S1< 20

=
o
N

=
o
-

=
o
[=}

=
o
.

=
o
_

A mismodelling
boo

2.8 3.0 3.2
logm (Cszbottom/(lpe))

N. Priel et al. A model independent safeguard against background

»
[IL_\_\‘—FVF* fﬂ‘.....“....".ﬂ_-:-:-:-:-

mismodeling for statistical inference. 2017(05):013-013, may 2017.

doi: 10.1088/1475-7516/2017/05/013.

Binned Poisson y? p-value = 0.42
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Counting Experiments

Energy [keVar]
60 80 100 120 140 160 180 200

* ‘“qust” counting events— but the
estimate of the background rate -
and acceptance can be as 50 100 150 200 250 300 350 400 450
complicated as anything [Pe]

* If there 1s no signal/background DarkSide-50 532-day https://

overlap or complete overlap, this arxiv.org/pdf/1802.07198
may be the optimal sensitivity

0.
0.
0.7f
0.6F
0.5
0.4f
0.3
0.2
0.1

(=)

e Otherwise, it might still be a
worthwhile compromise 1f

you’re worried about whether A SCI(S (9 b) =
you can model your background

correctly POISSOU( sc1‘:ub(9b) //iS(S S,Qb))

S



However, shapes often matter

wall

er

neutron
cevns_atm
neutronx
ac

ac_nodisc
cevns cevns_atm

No Discrimination No Discrimination
XENONI1T ER -= XENONI1T ER

er
ac
ac_nodisc
neutronx
neutron

Background Expectation

c
=t
+
©
+—
O
@
o
<
w
o
c
>
o
o
~
O
©
a4

0.4 0.6 . . ; 0.4 0.6
Fraction of signal included Fraction of signal included
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On-Oft likelihoods

e WIMP searches rarely get to
turn off their signal
completely

e Directional dark matter
searches and some axion
searches, on the other hand
can take representative data in
a no/low signal and high
signal state

e Also common 1n indirect
detection

Poisson(NV, \,ub(éb) + pu (s, 0

Event Map

Q) B
o]

— -30

/ "-\
Iy \ -
o .\:H-l.—OnReglon 415
/ -~ -

7’ lo
e ‘31 - / -,
Observation’ -~
Positions

22h02m 21h58m 21
TR s P e P e P 1 g P T

stci(S’ ES)’ @b) —

—

S"

Poisson(N.,; | a X ﬂb(éb))

35

30
§25
-20

10

h55m
e T

§b)) X
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Binned Likelihood

e With more than ~ 35 events
in each bin, you can use
computationally efficient
methods to compute test
statistic distributions

e Eases visualisation and
goodness-of-fit

e And simpler to share results

e Minimal sensitivity loss if the
bin width 1s small compared
to the detector resolution

N

S
—

Number of electrons

= DM-n 3 GeV/c?

— DM-e 200 MeV/c*(Fpy=1)

= DM-e 200 MeV/c*(Fpy~1/q%)
E cutO data

5
O
.
O
=
o
)

<

ad

—

)

—

-y
N
N
=
3)
>

2,
&)
N
<

a7

—_—
(@)
N

Cathode 20 MD lo
Cathode 1o === DMsignal 1o
BN MD 20 ® cut)data

.y
=

S2 width[us]

60 80 100 120 140 160 180 200
S2 [PE]

PandaX ionisation-only search, https://
arxiv.org/abs/2212 10067

(s, 01 65) = T [Poisson(N; 11, (6,) + u, (5. 0., 6,)]

=1
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https://arxiv.org/abs/2212.10067
https://arxiv.org/abs/2212.10067
https://arxiv.org/abs/2212.10067
https://arxiv.org/abs/2212.10067

Unbinned (extended)
likelihood

o [fthe events are too few to fill
bins, the unbinned likelithood
promises the best performance

e Might still have to rely on

binned methods for goodness-
of-fit

e 1f you rely on Monte Carlo
methods to generate
distributions, that can require
a lot of statistics and be harder
to validate

Z (S, 5;, 519) = Poisson(N,; |,ub(5b) + p (s, 5;

B ER B Wall

40 60
cS1 [PE]

XENONNT first WIMP search

!

- . MS -
O <[] Gl 0, 0) +
2

80

Hs T+

100




Likelihoods can be
composed 4 |

& ¥

Z (S 53 ‘gb)Smence run = Z 801(S ‘919) X L cal(éb) X Z anc(éb)

0 30 40 60 80
Number of Events Nuisance Parameter

Z (S 53 Qb)tot =7 (S eb)tot X L (S 5 gb)tot X Zshared(@)
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Profiling Likelihoods & nuisance parameters so&»p 26

e We seldom have completely specified
hypotheses 600

&
o
~ o v

e Our background and signal models -
have uncertainties, parameterised by

nuisance parameters (6)— you’ll see

some examples 1n the next slides. o ‘

e The global best fit we denote with §,0 20
0 20 40 60 80 100 120 140 160 180 200
Signal Expectation

5
o

ER Expectation
5
o

&
©

-Log likelihood ratio

Q= N W s

e However, we also want to test other s
— for example s=0 for discovery
significance or a range of s for
confidence intervals. A

ologZ(s,8)/60; = 0;

e In these cases, we set the other
nuisance parameters to their

conditional best-fit 6.
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Questions?

Introduction to statistics

e We model our observations with a
statistical model, usually in terms of
probability distributions.

e We choose test statistics that distil the
information we wish to learn from the
data

e Likelihoods are a particularly interesting
source of test statistics

e and often formulate questions in terms
of hypothesis tests— given the data,
should we favour one or the other?

e A particularly important hypothesis test
1s whether your data agrees with the
distribution you use!
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Knut Dundas Mora

School of Underground
Physics at Bertinoro

Statistics and Inference

for rare event searches

What is a statistical model?

Does it describe your data?

What kinds of conclusions can we draw?
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A massive shortcut 1f you're cm’eﬁxf/ fucﬁy

e The log-likelihood for a number
of gaussian-distributed numbers
has the same form as the y?
-formula (Wilks’ theorem)

e [t turns out that if a set of

conditions that are quite often

™

fulfilled, the distribution of the

likelihood ratio converges to a y?
-distribution with some number of

free parameters

e This can massively simplify your
computations, and so it 1s worth to

look through 1n detail

q(s) = —2 - log(

L (s, 2’)

Z(8, 0)

)

Necessary conditions for Wilks’ theorem

ASYMPTOTIC: Sufficient data is observed.

INTERIOR: Only values of i and 6 which are far
from the boundaries of their parameter space are
admitted.

IDENTIFIABLE: Different values of the parame-
ters specify distinct models.

NESTED: Hj is a limiting case of Hj, e.g. with
some parameter fixed to a sub-range of the entire
parameter space.

CORRECT: The true model is specified either
under Hp or under H;.

https://arxiv.org/abs/1911.10237



Energy [keVna:]

As our example: the profile log-likelihood

[
N
o
IS
10
o
o

1920 40 60 80 100 120 140 160 1
ratio test for a counting experiment with a 0.95"
known background but uncertain efficiency 0.8 T e O
0.7
Parameters: 0.61F
_ W 0.5
e Signal s 0.4
0.3
e efficiency e 0.2
0.1

oO

Fixed, known parameters:

50 100 150 200 250 300 350 40
S1 [PE]

e Background expectation b
e cfficiency uncertainty o,
Data:

e Number of events N

o cfficiency estimate e,

(L)(s,e) = Pois(N|s - e + b) X Gaus(e, ... | €, 5,)

meas
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Fraction of toy results below

109

Hy: N ~ Pois(s-e + b)
s=20.0

b=20.0 [fixed]

e ~Gaus(1.0,0.1)

L(s, e)=
Pois(N|s-e + b) X

Gaus(ele, 0.)

-
o
o

=
o
N

103

0.0 2.5 5.0 7.5 10.0 12.5 15.0 17.5
Log-likelihood ratio testing Hy

50
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Asymptotic Distributions

What does “suﬁi’cientfy data” mean?

Necessary conditions for Wilks’ theorem

R .
Wilks th¢0rem hOldS ln.the ASYMPTOTIC: Sufficient data is observed.
asymptotic case of infinite data,

but convergence can often be INTERIOR: Only values of u and 6 which are far

from the boundaries of their parameter space are

qUICkI admitted.
. . . IDENTIFIABLE: Different values of the parame-
e Poisson COuntlng with more ters specify distinct models.

than ca. 10 events NESTED: Hj is a limiting case of Hj, e.g. with

some parameter fixed to a sub-range of the entire

e (Gaussian measurements parameter space.
CORRECT: The true model is specified either
e However, 1f you have an unbinned under Ho or under H.

likelihood, the important
consideration 1s signal-like
background events— for example
seen with 1Xe TPC searches

https://arxiv.org/abs/1911.10237



Fraction of toy results below

109

-
o
o

=
o
N

103

Ho: N ~ Pois(s-e + b)

L(s, e)=
Pois(N|s-e + b) X

Gaus(ele, 0.)

0.0 2.5 5.0 7.5 10.0 12.5 15.0 17.5 20.0
Log-likelihood ratio testing Hy
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Asymptotic Distributions

What does “interior of the parameter gpace” mean?

Necessary conditions for Wilks’ theorem

e As a mental shortcut— 1f under . .
ASYMPTOTIC: Sufficient data is observed.

your null or signal hypothesis,

parameters sometimes or often goes INTERIOR: Only values of u and 6 which are far

to a physical boundary it will not from the boundaries of their parameter space are
2

behave asymptotically

admitted.

IDENTIFIABLE: Different values of the parame-

.. . ters specify distinct models.
e This is very often the case e.g. if peely

you’re l()oking for a Signa] with NESTED: H is a limiting case of H, e.g. with

eXpectation Value Z O some parameter fixed to a sub-range of the entire
parameter space.

o [f you are testing the hypothesis that CORRECT: The true model is specified either
the model that has the parameter at under Ho orunder Hi.
the boundary— for example that the

signal 1s 0, you may be able to use Chernoff 1 1
Chernoff s theorem 1f all other f (q) ~ — 2D OF—=1 T = 0 ( ,EL)
conditions are met 2 - 2
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Fraction of toy results below

109

Ho: N ~ Pois(s-e + b)
s=0.0

b=40.0 [fixed]

e ~Gaus(1.0,0.1)

L(s, e)=
Pois(N|s-e + b) X

Gaus(ele, 0.)

=
o
S,

=
o
N

103

0.0 2.5 5.0 7.5 10.0 12.5 15.0 17.5
Log-likelihood ratio testing Hg
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Fraction of toy results below

109

Ho: N ~ Pois(s-e + b)
s=0.0

b=100.0 [fixed]

e ~Gaus(1.0,1.0)

L(s, e)=
Pois(N|s-e + b) X

Gaus(ele, 0.)

=
o
S,

=
o
N

103

0.0 2.5 5.0 7.5 10.0 12.5 15.0 17.5
Log-likelihood ratio testing Hg
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Asymptotic Distributions

What does it mean for parameters to be “icﬁznuﬁaﬁfe”?

Necessary conditions for Wilks’ theorem

ASYMPTOTIC: Sufficient data is observed.

e [fthe model 1s degenerate for
some parameter, the asymptotic

approximation WIH not hOld INTERIOR: Only values of i and 6 which are far

from the boundaries of their parameter space are
admitted.

. .. : : S
This 18 qultg ¢oImmon 1in thSlCS. IDENTIFIABLE: Different values of the parame-
When the signal strength is 0, the ters specify distinct models.

model does not dep end on any NESTED: Hj is a limiting case of H;, e.g. with

other signal parameter some parameter fixed to a sub-range of the entire
parameter space.
e This 1s another way of looking at CORRECT: The true model is specified either
the look-elsewhere effect, which under Ho or under Hj.

we’ll look at later
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Asymptotic Distributions

What does it mean for models to be “nested”?

Necessary conditions for Wilks’ theorem

ASYMPTOTIC: Sufficient data is observed.

e [fthe model tested 1s not a limit of
the general hypothesis

INTERIOR: Only values of i and 6 which are far

. from the boundaries of their parameter space are
e Such as when testing between —— g d

two disparate models |
IDENTIFIABLE: Different values of the parame-

. ters specify distinct models.
e Or if your theory features a non-
NESTED: Hj is a limiting case of Hj, e.g. with

ZGI’(? fixed Slgna,l you wish to t.GSt some parameter fixed to a sub-range of the entire
against the no-signal hypothesis parameter space.
* You can always linearly add the fn(:;f ZEL iﬁif;’,f Hiodst S8 spectiad st
two hypotheses’ models together
with a new parameter, but then you
introduce Non-1dentifiability at the
boundary!

https://arxiv.org/abs/1911.10237
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Necessary conditions for Wilks’ theorem

ASYMPTOTIC: Sufficient data is observed.

e All our inference results are reliant on the
true model being somewhere in our model

space! INTERIOR: Only values of g and 6 which are far
. . from the boundaries of their parameter space are
e However, we should be cognisant that this admitted.

1s never guaranteed .
IDENTIFIABLE: Different values of the parame-

o If you have a mismodelling you are ters specify distinct models.

?Oncemed about, you should test hOW much NESTED: Hj is a limiting case of Hj, e.g. with
it can aftect your results— you might well some parameter fixed to a sub-range of the entire
find that your method is robust to it, or you parameter space.

can add model uncertainties to represent

this CORRECT: The true model is specified either

under Hy or under H;.

e Another way to increase robustness 1s to
make your model simpler— a counting
experiment makes fewer assumptions on
the energy spectrum than if you include the
energy information

https://arxiv.org/abs/1911.10237



Asymptotic Distributions

fXOLWlJ?&ZS @C Wﬁen tﬁey ma_y 66 usecf

(discovery —

0 else
e Any gaussian-distributed
measurements PN
) = q(p) if o < pu
e Including histograms with high Qupper limit\K) = 0 else
bin counts
+ unbinned likelihoods with _9. LWwb) i< p
significant signal-like backgrounds  ¢( 1) nified = £p0)

e Most common extra consideration
1s taking care of the parameter

boundaries Note that these three can

be seen as the same test
e The below paper presents some

Casces.

statistic if you always

restrict i, i to be
positivel

https://arxiv.org/abs/1007.1727



Your probability to roll 6 on a dice
increases the more dice you get to
roll

Similarly, 1f your experiment tests
several signals, they will increase
their chance to see unusual effects
just by chance

Separate between “local”
significance— the probability that
one single signal model tests
fluctuates to some significance

and ““global” significance— the
probability that any test fluctuates to
that extent

\s=7TeV: [Ldt= 481" 30 %
\s=8TeV: |Ldt=5.9 b

----- 2012 Exp.
—— 2012 Obs.

----- 2011 Exp. -----2011-2012 Exp.
— 2011 Obs. —— 2011-2012 Obs.

| N N N N SN [N S I 1 11 1 I 11 1 1 | 11 1 1 | 11 11 I 11 11 I 11 11
110 115 120 125 130 135 140 145 150

m,, [GeV]
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Uncorrelated tests are sim}ofe

e A binomial process- what 1s the
probability to get a 3-sigma
deviation or more (say)

e 3 sigma (local) 1s 0.0027

e the probability to see a 3-sigma
effect in 10 trials 1s 0.027, or
equivalent to 2.2 sigma

e In the limit of p — > 0, you can
just divide your local p-value by
the number of trials
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The Look Elsewhere Effect

Correlations need Monte-Carlo or smart tricks

 However, in many cases the signals are not
uncorrelated— for example, a peak search
will be correlated with around its energy
resolution

h
(=2

=

W
=

* One method 1s to use Toy Monte-Carlo
methods — powerful, but painful if your
significance is high!

(3]
(=3

Events / unit mass

S

 However, if you do have a significant
result, your collaboration will often be
willing to expend significant computing g
power :) 7

e If your test statistic follows an asymptotic
distribution otherwise, you may be able to
use a clever method by Gross& Vitells that
estimate the effective number of trials by
counting how many upwards fluctuations
you have (“up crossings”)

https://arxiv.org/abs/1005.1891 62



The Look Elsewhere Effect

The trial facwr migﬁt sometimes be rather small:

— 1 0 sensitivity 2 0 sensitivity
0_ _
10 = A NE 10-43
; S,
10—1.__ N
= S 1 -44
= - 10
(D) B o
S 1072k B
Ic 3 D
; - ® 10—45
— 1073 2
© 7))
S o
g o 10—46
1074 -
o
2
O
107> S 10747 F
q
-5 4 3 2 1 0 =
10 1.0. 10 10 10 10 E 10-48 o | o
Minimal local p-value = 10 102

WIMP Mass Mpy [GeV/c?]
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The Look Elsewhere Effect

Qzlnc[ sometimes enormous

10~°

10~7

1078

SN1987A
== SHAFT . .
— 1010 JEHONT Globular clusters Dittuses)
| Fermi-SNe — Mirl¢ 424! 4C N T ST SYAB
ra Q7S 82

> 10~ 11 Jes goz\ Fermi Q&% i ; WINERED

UOESIUO]

. 5
M87or o = =3
m 10—12 Chandra P&e&%& ;5 E g
U A < c N
- < o = Z,
— 10713 = 5 e
S 114 ] 2 %
g 10 ? < O)»
50 10715 = )
1016 =
- &
10~V E O
1018 = XMM-Newton
- NuSTAR——"§
_19 7 INTEGRAL—
].O LR DALY AARLLL L AL L L A e e e T

2 Ay A0 9 % 1T 6 95 A > 2 A L . O . 2 QO3 O 0 A
@A@A@Aﬁ5ﬁ3Y5\9XQ\D\Q\9xD 407 407 407 407 407 407 AQ° 40

m, [eV]
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https://github.com/cajohare/AxionLimits

Homeopathic poison
— the fewer events |
the greater danger /

Experimenter bias is a
danger with few events

e With few events the effect can
be drastic 1f you chance
something in your analysis—
the plot shows the 60% change
in limit available to you

between the best post-
unblinding and the WOI‘St pOSt— by viewing this graph you are obligated not to optimise based on it
unblinding radial cut. 50

7.5

e This 1s a necessary
consequence of making your
analysis sensitive to few
events!

upper limit
o o -~
o 9] o

A
&)

e Further, with only some
hundreds of events, and many 0 250 500 750 1000 1250 1500 1750
variables, every event may well o
be an outlier in some space

ok
o
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Experimenter bias is a
danger with few events

e The most common
experimenter bias mitigation
method 1s “blinding”— not
showing the signal-like region
of parameter space until the
analysis has been frozen

LUX developed a “salting”
procedure where synthetic
signals were made by
stitching together genuine S1
and S2 signals into full events
— in the data

S1

A

S2 event

A : 544 pages of summary
notes for the XENONNT
SRO analyses

Salt event

Tyler Anderson “Salting as a Bias Mitigation
Technique in LZ”, presentation at LIDINE 2021




Experimenter bias is a
danger with few events
Events in FV Blinded Region

* The mostcommon + Events in ER ROI 200 GeV/c? WIMP
experimenter bias mitigation o Events in WIMP ROl — 2.3 keV ER peak

method 1s “blinding”— not
showing the signal-like region
of parameter space until the
analysis has been frozen

e LUX developed a “salting”
procedure where synthetic
signals were made by
stitching together genuine S1
and S2 signals into full events

in the data

50 100 150 200 2
cS1 [PE]

S2 event

h /\

Salt event

Tyler Anderson “Salting as a Bias Mitigation
Technique in LZ”, presentation at LIDINE 2021 66



Experimenter bias is a
danger with few events
Events in FV Blinded Region

' |
The most common + Events in ER ROI 200 GeV/c? WIMP
experimenter bias mitigation o Events in WIMP ROl —— 2.3 keV ER peak

method 1s “blinding”— not
showing the signal-like region
of parameter space until the
analysis has been frozen

e LUX developed a “salting”
procedure where synthetic
signals were made by
stitching together genuine S1
and S2 signals into full events

in the data

50 100 150 200 2
cS1 [PE]

S2 event

h /\

Salt event

Tyler Anderson “Salting as a Bias Mitigation
Technique in LZ”, presentation at LIDINE 2021 66



Experimenter bias is a
danger with few events

Events in FV Blinded Region
* The most common Events in ER ROI 200 GeV/c? WIMP
experimenter bias mitigation Events in WIMP ROl 2 3 keV ER peak

method 1s “blinding”— not
showing the signal-like region
of parameter space until the
analysis has been frozen

e LUX developed a “salting”
procedure where synthetic
signals were made by
stitching together genuine S1
and S2 signals into full events

in the data

106”” .1505..H200”. |
cS1 [PE]

S2 event

h /\

Salt event

Tyler Anderson “Salting as a Bias Mitigation
Technique in LZ”, presentation at LIDINE 2021 66



Profiling Likelihoods & nuisance parameters so&»p 26

e We seldom have completely specified
hypotheses 600

&
o
~ o v

e Our background and signal models -
have uncertainties, parameterised by

nuisance parameters (6)— you’ll see

some examples 1n the next slides. o ‘

e The global best fit we denote with §,0 20
0 20 40 60 80 100 120 140 160 180 200
Signal Expectation

5
o

ER Expectation
5
o

&
©

-Log likelihood ratio

Q= N W s

e However, we also want to test other s
— for example s=0 for discovery
significance or a range of s for
confidence intervals. A

ologZ(s,8)/60; = 0;

e In these cases, we set the other
nuisance parameters to their

conditional best-fit 6.
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Confidence Intervals

Qo
20,0
019
) N

10—40 4

e More important than any point
estimate 1s being able to quantify
our uncertainty about our
measurement

10742 4

10744

Neutrino fog'
1046 (O;Harer2021)

WIMP-nucleon cross-section [cm?]

e Within the frequentist paradigm, we
do this with confidence intervals,
that are required to have certain 10-5
properties exactly analogous to WIMP Mass [GeV/c?]
hypothesis tests— a certain
probability of false rejection.

10—48

Confidence contours, 8 GeV WIMP

280
260

240

e Don’t need to be one-dimensional
— but 1t can become tricky to work
with high dimensions

U1 ()} ~ o] ©

AL(0o, vg)

220

N

200

Local circular velocity vy [km/s]

o = N W

68

=
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o

1 2 3 4
WIMP-nucleon o [cm?2] 145



Confidence Intervals

,» +Upper Limit

were “unlucky” € 1048

o 1043 1 0 sensitivity 2 0 sensitivity
: : g 10U
* You might be asked “what 1s the S
uncertainty of your upper limit Z 10-44 |
S :
* The answer 1s that the upper limitis g 015 |
the uncertainty y §
. . g 10—46 -
e So far, almost all direct detection 5
searches have measured dark I
mi : S5 10~
matter as Oigpp er Limit or, if they 7
=
=

« : s : WIMP Mass Mpy [GeV/c?]
e The “Brazil Band” shown with oM

limits show the expected result—
SO 1t can serve as a proxy of
significance at the most
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Confidence Intervals

Expected number of WIMP events
0.0 25 50 75 10.0 125 15.0

e

S

08
L

* You might be asked “what 1s the
uncertainty of your upper limit”

e The answer 1s that the upper limit is
the uncertainty

p—
|

PLR test statistic q(o)
N

)

e So far, almost all direct detection 1.0 ! m
searches have measured dark é 0sk '
matter as 0 ©PPCr Limit or,ifthey 2 56l i
—0 Upper Limit o : . I Critical region
WCECTIe “U.IlthkY” €j€ pp § 04} - Upper limits (CDF)
% = [ ower limits (1 - CDF)
e The “Brazil Band” shown with £ 02T 1 & 2 sigma bands

L ,
11m1ts show the expected result— 0 =0-10-47 10-1046 15.10-16
SO 1t can serve as a proxy of

) . WIMP-nucleon cross section o [cm?]
significance at the most

69



What is “Coverage”?

2.0 . : . 1000

e The principle feature
of frequentist
confidence intervals 15|
1S coverage—In the
long run, the fraction
confidence intervals
reported by
experiments that
contain the true value gl
should approach the
stated confidence
level (CL). -

800

600
1.0

iteration

400 -

—2-[In(L(x)) — In(L(n))]

200

I 1L

70



What is “Coverage”?

2.0 . : . 1000

e The principle feature
of frequentist
confidence intervals 15|
1S coverage—In the
long run, the fraction
confidence intervals
reported by
experiments that
contain the true value gl
should approach the
stated confidence
level (CL). -

800

600
1.0

iteration

400 -

—2-[In(L(x)) — In(L(n))]

200

I 1L
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The Neyman construction

e For each signal value s:

e Find the distribution of the
test statistic given s, f(X | s5)

o Find limits, x4,,(s), xup(s)

between which X occurs CL
of the time

e Invert them, then the
confidence interval for S is

Xap(X), x5 (X)

3.0
2.5-
2.0+
©n 1.5-
1.0+
0.5
0.0

Neyman construction for
a signal s
x ~ Gaussian with p = s+pp 0=1,

71















Coverage

e Note that since coverage 1s concerned with the
integrated probability rather than the density,
confidence intervals can be transformed using
any monotonic transformation and remain
correct, unlike estimators, for example.
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Coverage with discreteness

e Ideally, we have exact
coverage, but 1n particular
discrete distributions may not
allow this

e In which case we try to

always err on the side of
overcoverage

e [t can often be irksome to get

C

t]

e “step” exactly right when
oing confidence 1ntervals for

C

1screte problems— do a

small toy test 1f you’re unsure

12

10+

1.00

0.95 -

0.90 A

Coverage

0.85 -

0.80

0 2 - 6 8 10
Signal expectation

o N B~ O ©©




The Neyman construction

3.0
e Note— what we discussed so 2 5.
far does not completely 5 0.
determine the Neyman |
construction! 0 1.5
1.0

e | chose to have an equal
probability for X to be below 0.5
and above the bounds 0.0

e But 1f you want to set only
upper limits, for example,
you’ll choose to shift the
bounds to get the right
coverage

Neyman construction for
a signal s
x ~ Gaussian with p = s+pp 0=1,
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Flip-flopping

10

e [fan experiment uses a cut on their
result to decide between a one- or
two-sided interval, the decision line o
causes the complete method to

U.IldCI'COVCI’ %0 2 4 6 8 10 085 090 095 1.00
S Coverage

e (In a similar vein, 1f an experiment ;
re-runs 1ts observation if it believes
it 1s very unlikely according to HO
will also undercover)

é 3 0.I85 0.I90 0.I95 1.00
S Coverage 76



Unified Confidence Intervals S0P 26

AKA Feldman-Cousins intervals

R(0) = 2 - log [ L(5)/ L(s)]

e Since a single Neyman

construction guarantees 3.0

coverage, one that yields a

smooth data-determined 2.3 -

interpolation between upper 20 -

limits and two-sided intervals ’

may be just the ticket! W 15-
e FC uses the likelihood ratio as 1.0 -

an ordering parameter, R, to

decide what observations to 0.5 -

include first in the Neyman

construction 0.0 -

e Note: As defined, FC allows no
nuisance parameters
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The Profile Construction

‘Umﬁec[ intervals with nuisance parameters

e The unified construction may be extended to higher dimensions, but
only at a cost— you have to know/define the distribution for your entire
model space

e The Profile Construction uses the profiled likelihood ratio instead— this
means coverage is no longer guaranteed

e (Critically, this 1s not just a failure of asymptoticity— you’ll get this
problem even with toyMC methods.

e In particular, the method may fail if nuisance parameters are close to
parameter boundaries or if they are strongly correlated with the signal
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Power Construction

6
>5
3
o 4
-)
N
£3
EZ
<
-1
N
IIIIIIIII |
= 10T
Qo

10
Msignal

20
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Constructing Confidence Intervals

6
5
4
3
2

1

2- A(s|M=200GeV)

| 1 L1l | 1 1 11 I
= 1071 10° 0 10
8 Msignal

20
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Constructing Confidence Intervals

6
5
41 _
3
2

1_ -

2-\(s|M=200GeV)

| ] | IIIIII I
1%—2 10~ 10 O 10
<Y Msignal

20

81



Constructing Confidence Intervals

6
5
41 _
3
2

1_ -

2-\(s|M=200GeV)

| ] | IIIIII I
1%—2 10~ 10 O 10
<Y Msignal

20
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The profile construction is hypothesis tests! so&p 26

Profiled Log-likelihood-ratio, 50GeV WIMP
WIMP-nucleon cross-section [cm?]

c 3e-48 le-47 3e-47 5e-47
m— 151 m
a4l == upperlimit =9.0
= best-fit = 0.5

e The threshold we compute with
the profile construction 1s the area :
where 1f our test statistic (the 2|
profile likelithood) exceeds it, we
reject that hypothesis

> 90% exclusion

0 2 4I1 é é 1I0 1I2 1I4

. . expected signal events
e The confidence interval is the pected signat event
union of all signal models we

cannot exclude
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The Profile Construction

What to do with nuisance ]oammeuzrs?

(0) X Z 3c(0,)

OCZ(S Qb) — O?SCI(S Hb) X g

cal

 the toy simulations needed to compute
the test statistic distribution include
randomising all measured parameters

* including calibration measurements and
ancillary measurement terms

10°E
e Simulations done for a set of signal :
strengths, and usually also for a range of

signal shapes (varying mass or similar
parameters)

1071

 However, no firm procedure exists for
nuisance parameters

survival fraction
Expected signal

102
* Fix them to best-fit values and be certain E
you are not using the true values? i
: : : 1077
e Randomise them according to uncertainty 0

risks double-counting uncertainties
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The Profile Construction

What to do with nuisance pammeﬁzrs?

Z (S S 2 eb) = Z s01(S (919) X Z cal(eb) X Z anc(gb)

= XENON used the best-fit values of Expected signal events
nuisance parameters 0 } f ? éll ? 1|0 15
0012- © © O @ O|O O O ( Mooa
= |n the latest XENON WIMP search,
the robustness of this construction )
to mis-measuring nuisance 0.005 L1092 &
parameters was also estimated z - O
(right)—changing the value to 3 >
3
+-0.012 yielded a percentage point g 0000p- O O O O OO0 O O (q H 0.908
change in coverage - O
= _0.005 ™
. . Y —0.88 >,
= For comparison, the best-fit value o
was -0.004 +
-0.012p- O ol O 9 O oI O OI q [ 0-86

0.00 0.02 0.04 0.06 0.08
WIMP cross-section/1 - 10 *cm?

E. Aprile et. al (XENON). XENONI1T dark matter data analysis: Signal

and background models and statistical inference. Phys. Rev. D,
99(11):112009, 2019. doi: 10.1103/Phys- RevD.99.112009.




Max Gap and Optimum Interval so%»§Js

0.975
(_)3 0.95 -
e If the signal distribution is known along & 0925 |
some variable, the maximum gap/ » 5
optimal interval method can incorporate = S TEEEE—
this, even in the presence of an unknown = Total Expect;doNumber of Events
background &
2
e Find the space between observed events %
containing the largest signal expectation, §
and find the largest signal compatible 3
with this largest “gap”. g
"ﬁ Maximum Gap
e The method can be extended as = X = Maximum x,
“optimum interval” where you search for % e \
the largest interval containing 0,1,2 etc ') WE
events M m nun 8 8 Ei |- |
El Ei+l

e threshold for the best interval test
statistic found via toyMC methods

S. Yellin. Finding an upper limit in the presence of an unknown

background. Physical Review D, 66(3), Aug 2002. ISSN
1089-4918. doi: 10.1103/physrevd.66.032005.




Bayesian Interpretation

* Probability may also be consistently interpreted P( A | D) —
as degree of belief— 1n essence, given
everything you know, how much would you bet
that something will happen

P(D)

* However, you have to introduce a prior— the
degree of belief you held in A before doing the
experiment

e This allows the assignment of probability to in
principle non-reproducible events

* 1n particular the event “this physics parameter
1s X”’, so a Bayesian analysis will return a
probability for your hypotheses, which would
not make sense 1n a frequentist interpretation




Credible Intervals

(5.0) Z(s,0) - n(s,0)

e Bayesian credible intervals express pP\S, V) =

where the experimenter has a certain Jff (s,0) - n(s,0)dsdd
total amount of posterior belief

5000
0.040

e Computed by finding a region that - 0035
integrates the posterior to the required 0030 ¢
value

W
o
o
o

0.020

0.015

Background

N
o
o
o

e Bayesian and frequentist results will
converge 1n the limit of infinite data, but
in the meantime, 1t 1s not guaranteed

posterior probability/b

0.010
1000 -

0.005

0.000

e No analogue to coverage (and 1t does not ° W0 oo 100 2000
require to have it)

e To make statements about only your
parameters of interest in a Bayesian way
you want your posterior, where the

parameters you’re not interested in are p(s) = J'g (s,0)do

integrated out (“marginalisation™) 87



Markov-Chain Monte Carlo S0P 26

e Computing the (correctly normalised) posterior and marginalised posteriors
1s a challenge, 1n particular in higher dimensions.

e A Markov chain turns out to be a robust and powerful tool to sample higher-
dimensional spaces in proportion to a probability density

e By defining sampling rules that a “walker” follows 1n parameter space, we
can produce a large vector of positions 1in parameter space distributed
according to the posterior— which we can then fill into a histogram etc. to
estimate our credible intervals.

(5.0) = L(s,0) - 7n(s,0)
PO T 2(5,0) - (s, 0)dsdo

p(s,0) x £L(s,0) - n(s,0)

emcee is a good place to start to make a posterior point cloud:

https://emcee.readthedocs.io/en/stable/ 88



Metropolis-Hastings

* By now not the highest performing method, but a good
example

e Samples according to f(X) f()_C)) — OCZ(S, 0) . 7Z'(S, 0) X p(S, 0)

- proposal from trial
Aj distribution P(xSt| )
Compute the
ratio of the
R target function
lterate X > ~ p(s, 0) at the old and

test position

r<p; compare with
a random
p;<r number

r ~ Uniform(0,1)
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Markov-Chain Monte Carlo S0P 26
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Approximate Bayesian Computation (ABC) so&p 26

e If you cannot compute your L(s. 0).- 7(s.0
likelihood, but can simulate data, 1t 1s p(S, 0) = —_— ( : )1 ( ’ )
possible to use so-called “likelihood- IOCZ (s,0) - n(s,0)dsdO

free inference”

e With the ABC method, you find the
model parameter posterior by

[ 100.00% of toys
10.00% of toys

] 1.00% of toys

] 0.10% of toys

e simulating datasets 1 0.01%of toys

o
o
o

e using some distance metric o to
compare each simulated dataset
with your measured data 0.04 1

e and select those that are within a o :11‘1\_\\

small acceptance region 0 < € : e

S

0.06 -

posterior density

e The distribution of model parameters
for the accepted simulations give an
estimate of the posterior o1



